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ABSTRACT

Background and Aim: Lameness is a major health, welfare, and production concern in dairy cattle, whereas conventional
visual locomotion scoring is intermittent and susceptible to observer-dependent variation. Markerless computer vision may
enable objective and repeatable locomotion monitoring under routine farm conditions. This study aimed to develop a 38-
keypoint whole-body pose-estimation framework for automated dairy cattle lameness assessment and evaluate its
agreement with blinded Sprecher locomotion scoring.

Materials and Methods: A You Only Look Once version 8 (YOLOv8)-pose framework was developed using 12,000 annotated
images obtained from 449 Holstein cows. Thirty-eight anatomical keypoints represented the head, spine, pelvis, forelimbs,
hindlimbs, and hooves. Four model and input resolution configurations were evaluated. Joint-angle time series, coefficients
of variation, and whole-body asymmetry features were derived from detected keypoints. For independent clinical validation,
120 cattle videos, obtained from animals with no overlap at the animal level with the 449-cow model-development cohort,
were evaluated blindly by three assessors using the five-point Sprecher scale. Inter-observer reliability, consensus scores,
rank associations, group differences, and exploratory receiver operating characteristic analyses were determined.

Results: YOLOVSI-pose at 2560 x 2560 pixels showed the best performance, achieving pose mean average precision at an
intersection over union threshold of 0.5 of 83.11%, mean average precision across thresholds of 0.5-0.95 of 37.39%, and
recall of 91.74%. All three assessors assigned identical Sprecher scores to 87.5% of videos. Pairwise quadratic-weighted Cohen
k ranged from 0.843 to 0.926, Fleiss k was 0.779, and intraclass correlation coefficients were 0.883 and 0.958 for single and
average measurements, respectively. The continuous artificial intelligence (Al) score correlated significantly with consensus
Sprecher scores (Spearman p = 0.234, p = 0.010), and score distributions differed among consensus groups (Kruskal-Wallis H
= 13.09, p = 0.0014). Exploratory discrimination of consensus Sprecher scores >3, using a threshold internally derived from
and evaluated within the same stratified validation cohort (not externally validated), yielded an area under the curve of 0.875;
at an Al threshold of 2.9, sensitivity and specificity were 62.5% and 98.2%, respectively.

Conclusion: The 38-keypoint whole-body model demonstrates technical feasibility as an anatomically comprehensive,
sensor-free approach for quantifying dairy cattle locomotion. Because the clinical validation cohort was deliberately stratified
and diagnostic thresholds were internally derived, its agreement with independent visual assessment should be interpreted
as evidence of potential decision-support utility rather than established clinical performance. Prospective external validation
and independent calibration of diagnostic thresholds in an unselected cohort are warranted before clinical or commercial
deployment.

Keywords: artificial intelligence, bovine lameness, computer vision, dairy cattle, locomotion assessment, pose-estimation,
Sprecher score, whole-body keypoints.

INTRODUCTION

Lameness remains one of the most consequential health and welfare disorders affecting dairy cattle because
it is associated with pain, impaired mobility, reduced productive performance, reproductive losses, and premature
culling [1-4]. Clinical locomotion scoring, including the five-point Sprecher system, remains a practical reference
method because it integrates posture and gait characteristics into an interpretable ordinal score [5]. However,
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visual locomotion scoring is inherently intermittent, and its repeatability is influenced by observer training,
observation conditions, and the extent to which gait abnormalities are expressed at the time of assessment [3, 4].
These limitations highlight the need for objective and repeatable methods capable of assessing locomotion during
routine animal movement without requiring wearable sensors or disrupting normal farm workflows.

Computer vision approaches to automated lameness assessment have progressed from back curvature
analysis and leg tracking to markerless pose-estimation and multi-feature locomotion analysis. T-LEAP introduced
temporal pose-estimation for walking cattle and demonstrated robust keypoint tracking under conditions of
occlusion [6]. Russello et al. [7] subsequently used trajectories derived from nine keypoints to quantify multiple
locomotion traits, increasing lameness classification accuracy from 76.6% using a single trait to approximately
80% when multiple traits were combined. Li et al. [8] used DeeplLabCut to localize 17 skeletal keypoints and
reported high classification performance based on key-frame posture features. Similarly, Taghavi et al. [9] trained
a 17-keypoint T-LEAP model for cattle housed indoors under conditions involving natural occlusions. Other
computer vision systems have incorporated three-point back curvature measurements, top-view depth
information, leg trajectories, or reduced pose representations for locomotion assessment [10—13]. Collectively,
these approaches demonstrate the potential of computer vision for objective and automated lameness
monitoring in dairy cattle.

Despite advances in vision-based lameness assessment, several methodological limitations remain. Existing
approaches commonly rely on relatively limited sets of anatomical landmarks or focus on specific body regions,
potentially restricting their ability to simultaneously characterize localized gait alterations and compensatory
movements involving the spine, pelvis, forelimbs, and hindlimbs. Furthermore, direct comparisons of reported
model performance across studies are difficult because of substantial differences in datasets, camera geometry,
scoring protocols, lameness prevalence, keypoint definitions, and training and validation procedures. Although
reduced keypoint representations can provide valuable locomotion information, an anatomically dense whole-
body framework may provide a broader basis for deriving interpretable biomechanical features across multiple
body regions. In particular, the integration of detailed whole-body markerless pose estimation with time series
measures of joint motion, movement variability, and bilateral asymmetry remains insufficiently investigated.
Moreover, such quantitative outputs require evaluation against an independently assessed clinical reference to
establish their relationship with conventional locomotion scoring. Therefore, a methodological gap remains in
integrating an anatomically extensive whole-body representation, interpretable time series biomechanical
descriptors, and independent multi-observer clinical assessment within a unified markerless framework for dairy
cattle lameness evaluation.

This study aimed to address this gap by developing and evaluating a 38-keypoint whole-body markerless
pose-estimation framework for locomotion assessment in Holstein dairy cattle. The anatomical representation
incorporated the head, six spinal landmarks, pelvic landmarks, proximal and distal limb chains, and hooves to
facilitate simultaneous characterization of focal gait alterations and compensatory movements across the body.
We hypothesized, without performing a direct same-dataset ablation against reduced 9- or 17-keypoint
configurations, that this expanded anatomical representation would provide a richer basis for quantifying
locomotor alterations while maintaining sufficient pose-estimation accuracy for practical video-based analysis;
this hypothesis was evaluated as a feasibility assessment rather than a comparative superiority claim. Specifically,
the study aimed to: (i) compare You Only Look Once version 8 (YOLOv8)-pose model sizes and input resolutions
for localization of 38 anatomical keypoints; (ii) formulate interpretable joint-angle, coefficient of variation (CV)%,
and whole-body asymmetry features; (iii) characterize illustrative biomechanical patterns derived from
locomotion time series; and (iv) conduct an expanded blinded validation using 120 videos independently
evaluated by three assessors according to the five-point Sprecher scale. This framework incorporates a
substantially expanded anatomical representation, comprising 38 keypoints across the head, spine, pelvis, and
limbs, evaluated in conjunction with blinded multi-observer clinical scoring.

MATERIALS AND METHODS

Ethical approval

This observational study used fully anonymized archival video recordings obtained during routine farm
management procedures. No lameness was experimentally induced, no invasive intervention was performed, and
the animals’ housing, feeding, veterinary care, and normal movement were not altered for research purposes.
The Ethics Committee of the Russian State Agrarian University—Moscow Timiryazev Agricultural Academy
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determined that formal animal-ethics approval was not required because the study involved a non-interventional
retrospective analysis of anonymized archival data. No formal exemption reference number was issued. Data
collection and use were governed by a confidentiality agreement with the production site under the
supplementary agreement to Contract No. 01042026 dated March 10, 2026. Permission to collect, anonymize,
and analyze the video recordings for research purposes was obtained from farm management. Farm management
also provided specific written authorization to publish de-identified video frames and images, including those
shown in Figures.

Study period and location

Video recordings were obtained from one commercial dairy production site located in Voronezh Oblast,
Russian Federation, under routine farm conditions during two field visits conducted from April 10 to 15, 2026, and
May 18 to 21, 2026. These two field visits constitute the complete data-acquisition period for both the model-
development and clinical-validation cohorts; no additional archival recordings were used. The specific farm name
and exact address are withheld in accordance with the confidentiality agreement governing this dataset
(supplementary agreement to Contract No. 01042026, dated March 10, 2026). Video acquisition was performed
in a post-milking measurement and selection corridor while the cows moved voluntarily at their natural walking
speed. All recordings were obtained during daytime under stable artificial lighting at the monitored production
facility.

Study design

The study used an observational, retrospective computer vision design comprising a pose-estimation
development dataset and an independent blinded clinical validation dataset. The pose-estimation dataset
consisted of 12,000 annotated images derived from video recordings of 449 Holstein cows. Frames were selected
using a combination of systematic sampling followed by manual quality screening from eligible walking passages,
subject to the exclusion criteria described below, to ensure adequate representation of gait phases and
anatomical visibility across passages. The images were divided into 10,278 training images and 1,722 validation
images. No separate test subset was used for the reported pose-estimation experiments.

The unit of analysis for pose model development was the selected annotated image rather than a fixed-
length video sequence. Across the 449 cows, the dataset contained an average of approximately 26.7 selected
annotated frames per cow. Of the 449 cows, N1=385 animals were allocated to the training partition and N2=64
animals were allocated to the pose-validation partition. Each cow could contribute one or multiple walking
passages during the recording period; frames from all passages of a given animal were retained within a single
data partition to prevent identity leakage. The number of source-video frames available for each passage varied
according to passage duration, and no fixed per-animal quota was imposed. Frames originating from the same
animal were retained within a single data partition to prevent identity leakage between the training and validation
datasets because adjacent frames from the same passage are highly correlated.

The blinded clinical validation cohort consisted of 120 additional cattle. None of these animals was
represented in either the pose model training or validation datasets; therefore, the blinded clinical validation
cohort was fully independent from the model development dataset at the animal level. The 120 cattle in this
cohort were recorded during the same two field visits and under the same camera configuration and positioning
as the model-development animals, ensuring comparable acquisition conditions between the two cohorts.

Animals and video acquisition

Video capture was performed in a post-milking measurement and selection corridor while cows moved
voluntarily through the monitored passage at their natural walking speed, typically approximately 0.8—1.6 m/s.
This range was estimated from the known corridor length and video frame timestamps rather than measured
directly for each individual animal. Individual-level characteristics (age, parity, lactation stage, body weight, and
health/lameness status) for the 449 cows in the model-development cohort were not available because the source
recordings were fully anonymized prior to research access, and no linked husbandry records were provided under
the confidentiality agreement. The acquisition system used Hikvision DS-2CD2087G2H-LIU (Hangzhou Hikvision
Digital Technology Co., Ltd., Hangzhou, China) red—green—blue (RGB) IP cameras equipped with a 2.8-mm lens, a
1/1.8-inch Complementary metal-oxide-semiconductor (CMOS) sensor, an 8-MP native resolution of 3840 x 2160
pixels, a horizontal field of view of approximately 105.1°, a wide dynamic range of 130 dB, H.265+ encoding, power
over Ethernet, and IP67 protection. Source videos were recorded at 4K resolution.

The acquisition protocol specified a frame rate of at least 25 frames/s and shutter speeds of 1/250-1/1000 s
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to minimize motion blur of the distal limbs. For the locomotion analysis, the lateral RGB stream was used. The
camera was positioned approximately perpendicular to the direction of travel and mounted 1.0 m above the floor.
The documented lateral-camera installation used an approximately 3.3-m horizontal standoff from the corridor
fencing, whereas the animal pathway was constrained within an approximately 1.0-1.2-m-wide single-file
corridor.

The monitored facility typically provided approximately 50-300 Ix of illumination, and the technical
acquisition protocol targeted approximately 200 Ix or higher within the measurement zone whenever possible. A
relatively even, non-slip walking surface was used because floor conditions can directly influence hoof placement
and gait.

Candidate locomotion fragments were screened before frame selection. Fragments were excluded when
motion blur prevented reliable hoof localization; overlap between animals obscured the target animal’s limbs;
severe uneven illumination or deep shadow concealed more than approximately 25% of the required anatomical
landmarks; the animal left the field of view before a complete stride could be observed; or uncorrected geometric
distortion exceeded approximately 2%. The 2% distortion threshold was based on the manufacturer-specified lens
distortion characteristics for the Hikvision camera camera at the fixed 2.8-mm focal length used throughout data
collection, rather than on a per-video calibration procedure; this reliance on manufacturer specifications rather
than empirical per-video calibration is acknowledged as a limitation. These criteria were applied to reduce non-
biological sources of keypoint and gait variability in the model development dataset.

Keypoint annotation and quality control

The 38-keypoint annotation scheme represented the head, spinal column, pelvis, forelimbs, hindlimbs, and
distal hoof regions. Eleven annotators performed keypoint labeling according to a unified project annotation
protocol. The original 38-keypoint annotations were prepared in DeeplLabCut, version X.Y.Z (Mathis Laboratory,
Ecole Polytechnique Fédérale de Lausanne, Lausanne, Switzerland; https://www.deeplabcut.org) and
subsequently converted to the Ultralytics YOLO-pose format using a project-specific conversion pipeline. Each
landmark was assigned a visibility flag as follows: v =0, absent or outside the frame; v =1, annotated but occluded;
and v = 2, visible. This approach prevented the model from being forced to treat all 38 anatomical landmarks as
visible in every frame. The conversion procedure normalized keypoint coordinates and bounding-box geometry
according to image dimensions and generated the YOLO-pose training structure.

Inter-annotator agreement for the categorical keypoint visibility status (v = 0, 1, or 2; defined above) was
assessed using Fleiss' kappa and reached k = 0.83, indicating high consistency among annotators. This metric
reflects agreement on visibility classification rather than continuous coordinate localization, which was not
separately quantified using Fleiss' kappa, indicating high consistency among annotators. Reliability was assessed
on a subset of 1,200 images (10% of the dataset), each independently annotated by 3 of the 11 annotators.
Discrepancies among annotators were resolved by a senior annotator, who reviewed each disagreement against
the reference anatomical manual and assigned the final consensus label. Machine-readable landmark names were
retained exactly as used in the annotation files to ensure reproducibility. For anatomical interpretation,
r_macklock and |_macklock denote the right and left hook (tuber coxae) landmarks, respectively; r_kneel and
|_kneel denote the right and left stifle regions, respectively; r_flatand |_flat denote the right and left hock regions,
respectively; and the cmt and tmt labels denote distal metacarpal and metatarsal landmarks, respectively.

Modification of classical posture-assessment models for lameness detection in cattle

Classical computer vision approaches to automated lameness detection in cattle commonly rely on a limited
number of anatomical keypoints, typically 9—17 points (Figure 1), identified using RGB computer vision [7, 14].
These approaches provide an important foundation for implementing vision-based monitoring systems on farms.
However, the use of reduced anatomical representations may limit the ability to characterize locomotor
alterations across multiple body regions under routine livestock-production conditions.

Reduced keypoint models provide useful gait information but may offer limited coverage of pelvic, spinal,
and whole-body compensatory motion when the relevant landmarks are not explicitly represented. Therefore,
the 38-keypoint scheme was designed to incorporate proximal pelvic landmarks and a denser set of spinal points
(Figure 2) while preserving complete limb chains. These additional landmarks were selected to facilitate
calculation of pelvic orientation, segmental spinal geometry, and coordinated limb—trunk motion, rather than to
assume that any individual landmark is independently diagnostic [9, 13, 15].
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Figure 2: Location of thoracic vertebrae T12 and T13, lumbar vertebrae L1 and L2, and the sacrum.

Pose-derived biomechanical features are sensitive to partial occlusion and keypoint localization errors,
particularly when a reduced anatomical representation depends heavily on a small number of landmarks.
Temporal models such as T-LEAP have demonstrated that incorporating information from adjacent frames can
improve robustness under occlusion and that model performance may decrease when applied to previously
unseen cows [6]. Accordingly, the present framework retained visibility-aware keypoints and aggregated
movement over time rather than interpreting an individual frame as a clinical measurement.

Another rationale for extending the skeletal representation was that lameness can alter movement beyond
the affected limb. Head movement, back posture, pelvic motion, tracking-up, stance and swing timing, and
contralateral loading have been used as locomotion traits in previous computer vision and kinematic studies [7,
13, 15]. A whole-body representation makes these anatomical regions available within a common coordinate
system and enables compensatory movement patterns to be quantified without assuming that reduced keypoint
representations are intrinsically insufficient for every diagnostic application.

The proposed extended model therefore incorporates additional anatomical landmarks to support joint and
segment calculations across the entire body. The design includes paired pelvic and limb landmarks together with
midline points along the head—neck—spine axis (Figure 3), enabling the derivation of a broader range of
interpretable kinematic descriptors compared with the reduced skeletal representations described in the cited
literature, although this potential advantage was not empirically tested through a direct same-dataset ablation in
the present study.

(b) rear views. The
denser midline landmarks support segmental head—neck—spine analysis, whereas paired pelvic landmarks and complete limb-
chain landmarks support pelvic asymmetry, joint-angle, and hoof trajectory analyses. Visibility flags are used because not
every keypoint is observable in every frame or view.
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In Figure 3(a), keypoint No. 8 (neck_base) is not visible because of the animal’s viewing angle; however, it is
included in the complete set of keypoints used for analysis. All keypoints incorporated into the model are
summarized in Table 1.

Table 1: Consolidated list of keypoints classified by view type and lateralization for Holstein dairy cattle.

No. Keypoint name Lateralization View type No. Keypoint name Lateralization View type
1 last_rib midline lateral 20 r_shoulder right lateral
2 r_sciatic right rear 21 r_elbow right lateral
3 |_sciatic left rear 22 r_wrist right lateral
4 nose midline lateral 23 r_cmt right lateral
5 r_eye right lateral 24 r_f_hoof right lateral
6 |_eye left lateral 25 chest midline lateral
7 skull midline lateral 26 r_fat_value right lateral, rear
8 neck_base midline lateral 27 |_fat_value left lateral, rear
9 withers midline lateral 28 |_macklock left lateral, rear
10 spine midline lateral 29 |_hip_joint left lateral
11 sacrum midline lateral, rear 30 |_kneel left lateral
12 rump midline lateral, rear 31 | flat left lateral, rear
13 tail_base midline lateral, rear 32 I_tmt left lateral, rear
14 r_macklock right lateral, rear 33 |_b_hoof left lateral, rear
15 r_hip_joint right lateral 34 |_shoulder left lateral
16 r_kneel right lateral 35 |_elbow left lateral
17 r_flat right lateral, rear 36 |_wrist left lateral
18 r_tmt right lateral, rear 37 lL_cmt left lateral
19 r_b_hoof right lateral, rear 38 |_f hoof left lateral

Pelvic landmarks were included to support quantitative assessment of pelvic orientation and left-right
movement, whereas distal metatarsal and hoof landmarks were included to facilitate fetlock and hoof trajectory
and angle calculations. Although these landmarks are biomechanically relevant, they can be more difficult to
localize under limb overlap and partial occlusion. Their diagnostic contribution should therefore be evaluated
together with localization uncertainty rather than interpreted using fixed anatomical thresholds alone [9, 16].

Expanding the midline representation to six spinal landmarks enables segmental characterization of back
curvature rather than reliance on a single global back posture measure. Cervical and withers landmarks also
enable head—neck and trunk inclination to be represented alongside limb movement. Previous studies have
demonstrated that back posture and head movement can provide useful information for lameness assessment
[7, 13]. However, the incremental value of the denser six-point spinal configuration requires controlled ablation
using the same dataset and cannot be inferred from cross-study comparisons.

Mathematical justification of the proposed 38-keypoint model based on vector gait representation

For each hind limb, the extended model represents a chain of anatomically interpretable landmarks spanning
proximal joints, the hock and metatarsal regions, and the hoof. Corresponding left- and right-side landmarks can
be expressed as ordered coordinate vectors P1L..PnL and P1R..PnR. Their two-dimensional (2D) image
coordinates are obtained from the pose-estimation model and used to construct segment vectors and joint-angle
time series. Conversion of image-space displacement into physical units requires camera calibration or depth
information and was not assumed in the 2D analysis presented in this study [6, 9, 17].

After the keypoint coordinates were obtained, adjacent limb segment vectors were constructed as follows:

Vi = i+1_Pi:i=1:---:51 (1)

where the vector represents the ith limb segment; the first coordinate vector represents the corresponding
ith keypoint; the second coordinate vector represents the subsequent (i + 1)th keypoint; and i is the segment
index, with values of 1, 2, 3, 4, 5, ..., n.

This vector representation enables calculation of angles between adjacent segments and thereby
characterizes the degree of joint flexion. This approach is relevant because an association has been reported
between hoof condition and the flexion angles of the hip and knee joints; as hoof condition normalizes, these
angles tend to approach values corresponding to normal gait [16]. These angles are 2D image-plane descriptors
and do not represent metrically calibrated three-dimensional joint angles, because intrinsic/extrinsic camera
calibration and lens-distortion correction were not applied. The angle between adjacent vectors was calculated
as follows:
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- -

0; = arccos(—=—1-), i = 1,2,3. 2)
Il

where the angle represents the angle between the ith and (i + 1)th segments, expressed in degrees; arccos
denotes the arccosine function, with a range of [0, rt] radians or [0°, 180°]; the numerator represents the dot
product of the vectors in 2D or three-dimensional space; and the denominator represents the product of their
Euclidean norms.

A key component of lameness assessment is comparison of flexion angles between the left and right limbs.
Absolute step asymmetry was calculated as follows:

Aei = IGiL - GiRI (3)

where AB; is the absolute difference in the ith joint-angle between the left and right limbs, expressed in
degrees, and 6;" and 6;f are the corresponding ith joint angles of the left and right limbs, respectively.

For each joint, the left-right difference AB; provides a frame-wise measure of angular asymmetry. Rather
than applying universal fixed angular cutoffs, these values were treated as continuous biomechanical features
because physiological ranges depend on joint definition, gait phase, camera geometry, and individual locomotion.
Clinical threshold calibration was therefore separated from biomechanical feature extraction and evaluated
against blinded Sprecher scoring.

Temporal dynamics of joint angles were analyzed by constructing time series 6i(t), where t = 1...T, for each
segment. Analysis of these time series, particularly oscillation amplitude and periodicity, can identify locomotor
alterations such as reduced flexion amplitude, flattening of the angle curve, and rhythm irregularity [5]. The
project analysis pipeline supported exponential smoothing and Kalman filtering for trajectory denoising. For the
five legacy illustrative case plots, the specific filtering method and hyperparameters actually applied cannot be
confirmed retrospectively, because fixed filter hyperparameters were not consistently preserved in the archived
processing records. Consequently, these five plots were not used to derive clinical thresholds, inferential statistics,
or externally reproducible CV% or H cutoffs, and are presented for descriptive/illustrative purposes only. Clinical
validation was instead conducted separately using the independent blinded cohort of 120 videos, for which raw
(unfiltered) keypoint-derived Al scores were used rather than the trajectory-filtering pipeline applied to the case
series [18].

Based on the calculated AB;(t), an integral lameness index H was constructed by aggregating information
across three joint angles:

H = Jier® wi (1/T) Ze” A6i(t) (4)

where H is the integral lameness index expressed in degrees; the summation is performed across the three
joints; (1/T)SABi(t) represents the arithmetic mean of the ith joint-angle asymmetry over the entire observation
period; and w; is the dimensionless weighting coefficient assigned to the ith joint. In all analyses reported in this
study, w; = 1 for every joint (unweighted aggregation); no joint-specific weighting was calibrated or applied.

Joint-specific weights may be incorporated into H when supported by independent training data. In the
present formulation, however, H was treated as a continuous aggregate descriptor rather than a clinically
validated severity cutoff. Thresholds for H should therefore be estimated and externally validated in a dedicated
clinical cohort rather than assumed a priori.

Whole-body analysis using all 38 keypoints was intended to complement local hindlimb features by enabling
axial and forelimb compensatory movement to be quantified within the same passage. The present study did not
impose universal anatomical “normal” joint-angle ranges or fixed degree-based lameness cutoffs because 2D
angle values depend on gait phase, projection, individual anatomy, and camera geometry. Instead, absolute
angles, left—right differences, CV%, and the integral index H were treated as continuous biomechanical descriptors
whose clinically meaningful thresholds require calibration against independent reference scoring.

Dynamic analysis of the complete set of joint angles 6,,(t), where m = 1...M, together with the asymmetry
measures AB,(t), provides a compact representation of temporal locomotion patterns. Within this framework,
the integral index was defined as follows:

H= Zm=1M Wn (1/T) Zt=1T Aem(t) (5)
where M is the number of analyzed whole-body angles (M = 15 for the 38-keypoint representation); m is the

angle index ranging from 1 to M; w,, is the weighting coefficient assigned to the mth angle; and AB,(t) is the
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asymmetry of the mth angle at time t. As with Equation (4), w,, = 1 for every angle in all reported analyses; no
angle-specific weighting was calibrated or applied.

Equation (4) represents a reduced three-joint formulation of H, applicable to a single hindlimb joint chain,
whereas Equation (5) generalizes this formulation to all M = 15 whole-body angles derived from the complete 38-
keypoint representation. The two formulations are related but not interchangeable: Equation (4) was used
conceptually for illustrative hindlimb-focused interpretation, whereas per-animal CV% values, rather than a single
aggregated H value from either formulation, were reported for the descriptive case series. Neither formulation of
H was calculated for, or applied to, the blinded 120-video clinical-validation cohort. The integral index aggregates
asymmetry across multiple angles and may reduce dependence on any individual trajectory. Nevertheless, its
value remains sensitive to keypoint localization error, temporal filtering, and missing data. These factors were
therefore considered during interpretation and are addressed among the study limitations.

Training of YOLOv8-pose models for cattle pose-estimation

For automated pose-estimation in dairy cattle, the single-stage YOLOv8-pose architecture was adapted for
simultaneous detection of the animal and 38 anatomical keypoints. This architecture was selected because of its
high inference speed, availability of pretrained weights, and demonstrated accuracy in real-time pose-estimation
applications [13].

The training dataset consisted of 12,000 images derived from video recordings of 449 cows obtained under
standard production conditions (Figure 4). Bounding boxes and all 38 keypoints representing the head, spinal
column, pelvis, limb joints, and distal limb regions were manually annotated according to the unified annotation
protocol described above. The final dataset comprised 10,278 training images and 1,722 validation images, with
no independent test subset. Partitioning was performed at the animal identity level to prevent identity leakage
between the training and validation subsets [19, 20].

Four YOLOv8-pose configurations were trained to identify an appropriate configuration for cattle pose
estimation. The configurations differed in backbone size (small, medium, and large), input resolution (1920 x 1920,
2560 x 2560, and 3840 x 3840 pixels), and number of training epochs. Identical optimization and augmentation
settings, including optimizer selection, learning-rate schedule, and geometric and photometric transformations,
were applied across the experiments. The model configurations are summarized in Table 2.

Table 2: YOLOv8 model configurations used in the experiment.

No. Model Input resolution (px) Epochs Batch size Primary objective

1  YOLOv8s-pose (small) 1920 x 1920 200 160 Balance between accuracy and computational
efficiency for real-time operation

2 YOLOvSI-pose (large) 3840 x 3840 300 20 Assessment of the effect of maximum input-
image detail on keypoint localization accuracy

3 YOLOvSl-pose (large) 2560 x 2560 150 40 Evaluation of the optimal trade-off between

resolution and training time
4 YOLOv8m-pose (medium) 2560 x 2560 200 40 Intermediate model-complexity configuration

Training of the YOLOv8-pose configurations followed a common project training template implemented in
Ultralytics. Optimizer selection was set to auto, with Ir0 = 0.01, Irf = 0.01, momentum = 0.937, weight decay =
0.0005, warmup_epochs = 3.0, warmup_momentum = 0.8, and warmup_bias_Ir = 0.1. Early-stopping patience
was set to 40 epochs, the random seed was fixed at 0, and deterministic training was enabled. Cosine learning-
rate scheduling was disabled for the archived YOLOvV8 runs. Training used automatic mixed precision (AMP),
random access memory (RAM) caching, and distributed execution across five graphics processing unit (GPU)
devices (0-4). The documented software environment comprised Ultralytics YOLOv8-pose, version 8.4.66
(Ultralytics, Frederick, MD, USA; https://www.ultralytics.com), PyTorch, version 2.12.0, and torchvision, version
0.27.0 (PyTorch Foundation, Linux Foundation; https://pytorch.org), NVIDIA driver, version 580.173.02, and
CUDA, version 13.0 (NVIDIA Corporation, Santa Clara, CA, USA; https://www.nvidia.com), DeepLabCut (Mathis
Lab; https://www.deeplabcut.org).

The augmentation configuration used hsv_h = 0.015, hsv_s = 0.7, hsv_v = 0.4, translate = 0.10, scale = 0.50,
fliplr = 0.50, mosaic = 1.0, and random erasing = 0.40. Mosaic augmentation was disabled during the final 10
epochs (close_mosaic = 10). Rotation (degrees = 0), shear, perspective transformation, vertical flipping, MixUp,
CutMix, copy-paste, and blue-green-red (BGR)-channel swapping were disabled, whereas RandAugment was
retained in the project augmentation configuration [21]. Archived YOLOv8 configuration files for the 3840 x 3840
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YOLOvS8I-pose run and 2560 x 2560 YOLOv8m-pose run documented the same optimization and augmentation
parameter values, although configuration-specific epoch number, batch size, resolution, and worker settings
differed as summarized in Table 2.

Figure 4: Examples of training-set images with annotated keypoints and bounding boxes for (a) Configuration No. 1 and (b)
Configuration No. 3, illustrating variation in lighting, viewpoints, and animal positions.

The loss function consisted of multiple components for bounding-box localization, pose estimation,
classification, and Distribution Focal Loss (DFL). The highest weight was assigned to the pose-loss component
(12.0), reflecting the priority placed on accurate keypoint localization. The bounding-box loss weight was 7.5, the
keypoint objectness loss weight was 1.0, the classification loss weight was 0.5, and the DFL weight was 1.5 [17,
20]. This weighting scheme prioritized components considered important for subsequent biomechanical gait
analysis.

Validation of the biomechanical model using real-world cattle data

Biomechanical feature extraction was initially evaluated using locomotion videos processed with the best-
performing pose model, Configuration 3. Joint angles were calculated from keypoint trajectories using the
anatomical definitions presented in Table 3, and temporal variability was summarized using CV%. The five detailed
examples presented were retained as an illustrative biomechanical case series and were not used to establish
universal diagnostic cutoffs.

Blinded multi-observer validation

A separate validation exercise was conducted using 120 videos corresponding to 120 cattle. Cases were
selected to cover the operating range of the continuous artificial intelligence (Al) output: 69 videos had Al scores
of 1.0-1.4, 44 had scores of 1.6—1.8, and seven had scores of 2.9-3.5. Video order was randomized, and each
video was assigned an anonymous code. Animal identity, radio-frequency identification (RFID) information,
lactation data, body weight, Al output, and the ratings assigned by the other assessors were concealed from each
assessor.

Three independent assessors evaluated every video: two practicing veterinarians specializing in bovine
orthopedics, each with more than 10 years of production-level clinical experience, and one professional hoof
trimmer with 17 years of practical experience. All assessors used the five-point Sprecher scale. Score 1
represented clinically normal locomotion, score 2 represented weak but repeatable locomotor changes, score 3
represented moderate lameness, score 4 represented pronounced lameness, and score 5 represented severe
lameness. Consensus was defined a priori as the median of the three ordinal ratings. Exact case-level scores
assigned by all three assessors and the corresponding consensus values are provided in Supplementary Table S1.

Because the validation dataset was deliberately stratified according to Al output rather than randomly
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sampled from the herd, prevalence estimates and population-level diagnostic accuracy cannot be inferred from
this cohort. The 120 cattle included in the blinded validation cohort were fully independent from the 449 cattle
used for development and validation of the pose-estimation model.

Statistical analysis

Inter-observer reliability was quantified using exact agreement, pairwise linearly and quadratically weighted
Cohen kappa coefficients, Fleiss kappa for the three assessors, and two-way random-effects absolute-agreement
intraclass correlation coefficients 1CC(2,1) and ICC(2,3). The association between continuous Al score and
consensus Sprecher score was evaluated using Spearman rank correlation. Differences in Al scores among
consensus Sprecher groups were assessed using the Kruskal-Wallis test, and epsilon-squared was calculated as
an omnibus effect size estimate.

Exploratory receiver operating characteristic (ROC) analysis was performed for the binary endpoints of
consensus Sprecher score 22 and consensus Sprecher score 23. Thresholds derived from the same 120-video
dataset were considered descriptive or internal and were not regarded as externally calibrated clinical cutoffs. A
two-sided p < 0.05 was considered statistically significant.

Statistical analyses for the revised validation were performed using Python version 3.13.5 (Python Software
Foundation; https://www.python.org) with NumPy version 2.3.5 (NumPy Developers; https://numpy.org), and
SciPy version 1.17.0 (SciPy Developers; https://scipy.org). No a priori power calculation was performed because
the 120-video cohort represented a fixed retrospective validation dataset constructed from available independent
cases to cover the observed Al score range. Because the primary group comparison was based on an omnibus
Kruskal-Wallis test and no post hoc pairwise comparisons were performed, no correction for multiple
comparisons was applied.

Table 3: Keypoint triplets used to calculate joint and segment angles in the biomechanical analysis.

No. Angle Point A Point B (vertex) Point C

1 Craniocervical angle (head) nose skull neck_base
2 Cervico-withers angle skull neck_base withers

3 Withers-vertebral angle (upper back) neck_base withers spine

4 Sacral-vertebral angle (middle back) withers spine sacrum

5 Sacro-croupal angle (lower back) spine sacrum rump

6 Croup-caudal angle sacrum rump tail_base
7 Shoulder angle of the forelimb withers r_shoulder r_elbow

8 Elbow angle of the forelimb r_shoulder r_elbow r_cmt

9 Coxofemoral angle of the hindlimb rump r_hip_joint r_kneel

10  Stifle angle of the hindlimb r_hip_joint r_kneel r_flat

11 Hock angle of the hindlimb r_kneel r_flat r_tmt

12 Croupal support angle r_macklock r_hip_joint r_kneel

13 Thoracopelvic angle of the body axis r_shoulder chest r_hip_joint
14  Carpal-phalangeal angle of the forelimb r_elbow r_cmt r_f_hoof
15 Body condition angle r_fat_value chest rump

For quantitative assessment of locomotion stability, the CV% was calculated for each joint-angle time series
according to the following equation:

o
CV% = ; X 100%

where o denotes the standard deviation of joint-angle values across the frame sequence and p represents
the corresponding mean joint-angle.

The CV% provides a normalized measure of kinematic variability and enables comparison of movement
stability among joints independently of their absolute angular ranges. Results were visualized using box plots.
Each box represented the interquartile range from the 25th to the 75th percentile, whiskers extended to the most
extreme observations within 1.5 times the interquartile range, and observations beyond the whiskers were
classified as outliers.

RESULTS
Training results of YOLOv8-pose models for cattle pose-estimation

Four experimental configurations were compared using the same general training pipeline to identify a
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practical model and resolution combination for the 38-keypoint pose-estimation task. Because model size, input
resolution, batch size, and training duration were not evaluated using a fully factorial design, the experiments
were interpreted as configuration benchmarking rather than as isolated causal tests of individual
hyperparameters. Final performance metrics are summarized in Table 4.

The evolution of the loss function components (box, pose, kobj, cls, and dfl) and performance metrics
(precision, recall, mean average precision (mAP)@0.5, and mAP@0.5:0.95) during training is presented for
Configuration 1 in Figure 5 and Configuration 3 in Figure 6.

Table 4: Final pose-estimation performance metrics for the four evaluated YOLOv8 configurations.

Configuration  Model Input resolution Batch Epochs mMAP@0.5 mAP®@0.5:0.95 Precision Recall Training time
(px) size (pose) (pose) (pose) (pose) (h)
Config 1 YOLOv8s-pose 1920 x 1920 160 200 82.13% 35.28% 77.96% 84.95% 22.95
Config 2 YOLOv8I-pose 3840 x 3840 20 300 80.81% 33.84% 76.84% 80.33% 22.19
Config 3 YOLOvSI-pose 2560 x 2560 40 150 83.11% 37.39% 7897% 91.74% 11.74
Config 4 YOLOv8m-pose 2560 x 2560 40 200 81.69% 31.47% 76.73% 72.57% 22.06
trainfbox_loss . train/pose_loss o trainfkobj_loss train/cls_loss train/dfl_loss metrics/precision(B) metrics/recall(B) metricsfmAP50(B) metrics/mAP50-95(B)
14
12 wlf :::I:;t; e 184 e 0.90 075
’ o0 & 164 080 0.85 .70
10 8 20
0.5 14+ 0.75 o.80 0.65
08 0 15 12 0.73 060
06 N o e 10+ o 0.70 055
04 2 03 03 \ 0.8- 062 0.65 050
i 100 200 0 100 200 i 00 200 0 100 200 i 100 200 ] 100 200 0 100 200 0 100 200 0 100 200
val/hox_loss val/pose_loss valfkobj loss valfcls_|oss wvalidfl_loss metrics/precision(P) metricsrecall(P) metrics/mAPS0(P) metrics/mAP50-95(F)
11 " 060 16 304 0.8 084 0.8 w
10 0,55 14 e 06 0.6- 0
08 ! 2 M l 0.2
6 os0 10 174 0.4 04 04
o8 035 08 187 0.2 0.2- 02 0.1
0 0.40 | 08 124 0.0 0.0- 0.0 0.0
0 10 200 13 100 200 0 w0 200 13 100 00 0 w0 200 0 100 200 0 100 200 0 100 200 ) 100 200

Figure 5: Dynamics of training and validation metrics for Configuration 1 (YOLOv8s-pose, 1920 x 1920). The plots show the
recorded loss function components and pose/detection performance metrics during training; the final configuration metrics
are reported in Table 4.
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Figure 6: Dynamics of training and validation metrics over 150 epochs for Configuration 3. The plots show the evolution of
the loss function components (box, pose, kobj, cls, and dfl) and performance metrics (precision, recall, mMAP@0.5, and
MAP@0.5:0.95) for the detection and pose-estimation tasks.

Comparison of the two configurations evaluated at the same input resolution of 2560 x 2560 pixels showed
higher pose-estimation performance for Configuration 3 (YOLOvS8I-pose) than for Configuration 4 (YOLOv8m-
pose). Configuration 3 achieved an mAP@0.5 of 83.11%, compared with 81.69% for Configuration 4,
corresponding to a difference of 1.42 percentage points. The corresponding mAP@0.5:0.95 values were 37.39%
and 31.47%, respectively, a difference of 5.92 percentage points. Recall was 91.74% for Configuration 3 and
72.57% for Configuration 4, corresponding to a difference of 19.17 percentage points.
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YOLOv8s-pose (Configuration 1) achieved an mAP@0.5 of 82.13%, only 0.98 percentage points lower than
Configuration 3. However, the difference was greater for mAP@0.5:0.95, which was 35.28% for Configuration 1
and 37.39% for Configuration 3. Because mAP@0.5:0.95 applies multiple localization thresholds, it provides a
more stringent assessment of keypoint localization performance [20, 22].

Resolution effects were interpreted only where the backbone architecture remained unchanged. Within
YOLOvS8I-pose, Configuration 3 at 2560 x 2560 pixels outperformed Configuration 2 at 3840 x 3840 pixels. Pose
MAP@0.5 was 83.11% versus 80.81%, mAP@0.5:0.95 was 37.39% versus 33.84%, and recall was 91.74% versus
80.33%, respectively. Because the 1920 x 1920 experiment used YOLOv8s-pose, it could not be used to isolate the
effect of resolution from model-capacity differences.

The precision—recall curves shown in Figure 7 were consistent with the ranking of the configurations
presented in Table 4. To maintain consistency among reported metrics, all numerical comparisons in the
manuscript were based on the final values presented in Table 4, whereas the curve visualizations were used as
qualitative representations of optimization behavior.

Among the evaluated configurations, the 2560 x 2560 input resolution in Configuration 3 provided the most
favorable balance between anatomical detail preservation, batch size, pose-estimation performance, and training
time.

Ao Precision-Recall Curve B.o Precision-Recall Curve
1.

0.8 0.8

0.6 0.6

Precision
Precision

0.4 0.4

0.2 0.2
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0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
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Figure 7: Precision—recall curves for the keypoint pose-estimation task for (a) Configuration No. 3 and (b) Configuration No.
2. Curves are shown for qualitative comparison; the final numerical pose metrics used for model comparison are reported in
Table 4.

Configuration 3 (YOLOvVSI-pose, 2560 x 2560 pixels, 150 epochs) achieved the highest overall pose-estimation
performance among the evaluated configurations, with mAP@0.5 = 83.11%, mAP@0.5:0.95 = 37.39%, and recall
= 91.74%. It also required the shortest training time, 11.74 h, compared with 22.95, 22.19, and 22.06 h for
Configurations 1, 2, and 4, respectively. Examination of the learning curves showed that the principal performance
metrics approached a plateau by approximately epochs 60-80, after which only minor fluctuations were observed
[20].

In addition to the primary pose-estimation task, all configurations were evaluated using bounding-box
detection metrics, representing an auxiliary component of the YOLOv8-pose architecture. Configuration 3
achieved the highest bounding-box mAP@0.5 of 92.54%, which was 4.95 percentage points higher than
Configuration 1 and 1.51 percentage points higher than Configuration 2. Configuration 3 also achieved the highest
bounding-box mAP@0.5:0.95 value of 81.59% (Figure 8).

Qualitative examination of Configuration 3 predictions showed stable localization of the extended skeleton
across variation in illumination, posture, and partial occlusion within the lateral recording geometry. Proximal
limb, spinal, head, and pelvic landmarks were sufficiently localized for downstream biomechanical calculations,
whereas distal hoof and fetlock landmarks remained the most visually challenging under conditions of occlusion.

Error analysis showed that distal limb landmarks, particularly the hoof and fetlock regions, were most
susceptible to partial occlusion and non-ideal limb overlap. This finding is relevant because small localization
errors at distal landmarks can propagate into derived joint-angle measurements. Therefore, the overall pose recall
of 91.74% should not be interpreted as indicating equivalent accuracy for every anatomical landmark. Per-
keypoint percentage of correct keypoints (PCK) or object keypoint similarity (OKS) evaluation remains necessary
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for more detailed landmark-specific validation [9, 13, 20].

Configuration 3 achieved a pose mMAP@0.5 of 83.11% using 38 anatomical landmarks. Direct numerical
superiority over previously published models using 9-17 keypoints cannot be inferred from cross-study pose
metrics because keypoint definitions, datasets, camera conditions, and evaluation protocols differ. Therefore, the
principal contribution of the 38-keypoint design is its expanded anatomical coverage and its capacity to derive
whole-body biomechanical descriptors rather than a claim of universally higher pose mAP.

The extended keypoint configuration enabled simultaneous characterization of back curvature, limb
positioning, and movement coordination, which are relevant to lameness assessment and animal welfare
monitoring [20, 23, 24].

Confusion Matrix Normalized Confusion Matrix Normalized

10 B

o8 0.8

0.6 0.6

Predicted
Predicted

-0.4 -04

background - 0.08 background - 0.18
-0.2 -0.2

-0o0 -0.0

cow -

background -
COW -
background -

True

True

Figure 8: Normalized confusion matrices for detection of objects classified as “COW” for (a) Configuration No. 3 and (b)
Configuration No. 2.

Among the evaluated configurations, YOLOv8I-pose with an input resolution of 2560 x 2560 pixels provided
the best overall combination of pose-estimation accuracy, training time, and computational requirements. Its
recall of 91.74% indicated that most target keypoints were detected within the evaluated validation dataset.

Blinded expert validation of the continuous Al score

All 120 videos received complete ratings from the three independent assessors. Identical Sprecher scores
were assigned by all three assessors in 105 of 120 videos (87.5%) (Table 5). Pairwise exact agreement ranged from
88.3% t0 95.0%, and pairwise quadratic-weighted Cohen k ranged from 0.843 to 0.926. Fleiss k was 0.779. ICC(2,1)
and ICC(2,3) were 0.883 and 0.958, respectively, demonstrating high inter-observer reliability within the blinded
validation dataset.

The median consensus distribution comprised 93 videos with Sprecher score 1, 19 with score 2, and eight
with score 3. No video received a median consensus score of 4 or 5.

The continuous Al score showed a statistically significant but modest monotonic association with the
consensus Sprecher score (Spearman p = 0.234, p = 0.010). Al score distributions differed significantly among the
three consensus groups (Kruskal-Wallis H = 13.09, p = 0.0014; €2 = 0.095).

Within the Al score range of 1.0-1.4, 58 of 69 videos had consensus Sprecher score 1 (Table 6), 10 had score
2, and one had score 3. Within the 1.6—1.8 range, 34 of 44 videos had consensus score 1, eight had score 2, and
two had score 3. Among the seven videos with Al scores of 2.9-3.5, five had consensus Sprecher score 3, one had
score 2, and one had score 1.

Exploratory ROC analysis showed an area under the curve (AUC) of 0.875 for consensus Sprecher score >3.
At an Al threshold of 2.9, sensitivity was 62.5%, specificity was 98.2%, balanced accuracy was 80.4%, and internal
accuracy was 95.8% (true positive (TP) = 5, false negative (FN) = 3, true negative = 110, and false positive (FP) = 2).

For the endpoint of consensus Sprecher score 22, the AUC was 0.640. At the internally selected Al threshold
of 1.7, sensitivity was 59.3%, specificity was 71.0%, balanced accuracy was 65.1%, and internal accuracy was 68.3%
(TP =16, FN =11, TN = 66, and FP = 27). Because the validation cases were stratified according to Al output and
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the thresholds were evaluated using the same dataset, these values represent internal discrimination estimates
rather than population-level diagnostic performance estimates.

Table 5: Blinded three-expert validation and association with the continuous Al score.

Metric Result

Three-expert exact agreement 87.5% (105/120)

Pairwise exact agreement 88.3%—-95.0%

Pairwise quadratic-weighted Cohen k 0.843-0.926

Fleiss k 0.779

ICcC(2,1) 0.883

ICC(2,3) 0.958

Consensus Sprecher distribution 1:93;2:19;3:8

Spearman Al versus consensus p=0.234; p=0.010

Kruskal-Wallis test across consensus groups H=13.09; p = 0.0014; €2 = 0.095

Exploratory ROC: consensus Sprecher >3 AUC=0.875

Al threshold 2.9 for Sprecher >3 Sensitivity = 62.5%; specificity = 98.2%; balanced accuracy = 80.4%; accuracy = 95.8%;
TP=5;FN=3; TN =110; FP =2

Exploratory ROC: consensus Sprecher >2 AUC=0.640

Al threshold 1.7 for Sprecher >2 Sensitivity = 59.3%; specificity = 71.0%; balanced accuracy = 65.1%; accuracy = 68.3%;

TP = 16; FN = 11; TN = 66; FP = 27

Al = Artificial intelligence; AUC = Area under the curve; FN = False negative; FP = False positive; ICC = Intraclass correlation coefficient; ROC = Receiver
operating characteristic; TN = True negative; TP = True positive; k = Kappa coefficient; p = Spearman rank correlation coefficient; €2 = Epsilon-squared effect
size; p = Probability value.

Table 6: Consensus Sprecher scores according to Al score band in the stratified 120-video validation dataset.

Al score band n Consensus 1 Consensus 2 Consensus 3 Consensus 22
1.0-14 69 58 10 1 15.9%
1.6-1.8 44 34 8 2 22.7%
2.9-3.5 7 1 1 5 85.7%

Al = Artificial intelligence
Biomechanical validation of the extended 38-keypoint model using cattle locomotion video data

The biomechanical validation results are presented as box plots in Figures 9—11, illustrating the distributions
of joint angles for each selected animal.

Animal No. 1 (Figure 9a) showed a low-variability locomotion pattern. The mid-back, lower back, and upper
back CV values were 2.0%, 2.4%, and 2.6%, respectively, resulting in compact angle distributions. These values are
reported descriptively and are not presented as validated normal reference intervals.

For Animal No. 1, the hip, knee, and hock CV values were 6.4%, 12.4%, and 9.5%, respectively, whereas the
shoulder and elbow CV values were 10.3% and 8.6%, respectively. This example illustrates how the 38-keypoint
representation can summarize variability across axial, hindlimb, and forelimb regions within a single passage.

In Animal No. 1, only 10% of frames contained simultaneous valid detection of all three cranial keypoints
(nose, eye, and skull). This proportion was insufficient for reliable calculation of the corresponding angle.
Therefore, the algorithm excluded this parameter from the visualization to avoid interpretation of an inadequately
supported biomechanical measurement. The same parameter was retained in other plots when sufficient
keypoint detections were available.

Animal No. 2 (Figure 9b) showed another low-variability pattern. The mid-back, lower back, and upper back
CV values were 3.0%, 1.2%, and 1.3%, respectively. The knee, hip, and hock CV values were 2.7%, 9.1%, and 7.1%,
respectively, whereas forelimb CV values ranged from 8.3% to 10.6%. These valuesiillustrate inter-animal variation
among comparatively compact joint-angle distributions.

Animal No. 3 (Figure 10a) showed an intermediate variability pattern. Spinal CV values remained low at 2.5%,
0.2%, and 2.1% for the mid-back, lower back, and upper back measures, respectively. In contrast, hip, knee, and
hock CV values were 10.3%, 11.5%, and 9.8%, respectively. This case is presented descriptively and was not used
to define a clinical stage.

Animal No. 4 (Figure 10b) showed greater variability in several limb measurements. Hip, knee, and hock CV
values were 14.9%, 19.2%, and 7.1%, respectively, and forelimb CV values ranged from 18.3% to 19.2%. Spinal CV
values ranged from 3.4% to 4.9%. The broader limb-angle distributions demonstrate that regional variability can
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be quantified using the extended skeletal representation. No universal 20% diagnostic cutoff was inferred from
this individual example.
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Figure 9: Box plots of joint-angle distributions for (a) Animal No. 1 and (b) Animal No. 2.
Body condition
angle I ] B
Carpal-phalangeal
angle of the forclimb-
Thoracopelvic angle of
the body axis
Croupal suppest
oo
Hcksogeof e T HE
Stifle angle of the
indlimb
Coxofemoral angle of
the hindlimh
Elbow angle of the
forelimh
Shoulder angle of the
forelimb
Croup-caudal f
angle 1
Sacro-croupal angle
(lower back) -
Sacral-vertehral angle
(middle back)
Withers-vertebral
angle {upper back)
Cervico.withers " l ]
angle
Craniocervical [ 1 I
angle (head)
o 20 40 60 80 10 120 140 160 180 0 20 40 60 80 100 120 140 160 180
Angle (degrees) Angle (degrees)

Figure 10: Box plots of joint-angle distributions for (a) Animal No. 3 and (b) Animal No. 4.

Animal No. 5 (Figure 11) showed the greatest variability among the five illustrative examples. Hip, knee, and
hock CV values were 26.3%, 21.8%, and 18.0%, respectively, whereas forelimb CV values ranged from 18.0% to
20.5%. The reported spinal measurements remained comparatively compact. The observed hip CV of 26.3% is a
descriptive value for this animal and was not treated as a validated clinical threshold.

Across the five illustrative examples, the box plots showed a progression from compact to broader joint-
angle distributions and demonstrated regional differences in locomotor variability that could be quantified using
the extended skeletal representation. These case-level analyses were used only to illustrate biomechanical
patterns and model interpretability. Clinical discrimination was evaluated separately using the blinded 120-video
expert validation dataset. The integral lameness index H (Equations 4 and 5) was not calculated for the 120-video
blinded clinical-validation cohort; clinical discrimination in that cohort was based on a separately derived
continuous Al score. Direct linkage of per-animal CV%, H, and independent consensus scores requires prospective
validation in an independently sampled cohort.
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Figure 11: Box plot of joint-angle distributions for Animal No. 5.

DISCUSSION
Principal contribution of the 38-keypoint framework

The principal contribution of this study is the integration of an anatomically dense 38-keypoint whole-body
representation with high-resolution markerless pose-estimation and interpretable biomechanical time series
features. Previous cattle lameness systems have demonstrated strong performance using reduced anatomical
representations, including nine-keypoint T-LEAP trajectories, 17-keypoint DeeplLabCut and T-LEAP models, leg
tracking, and limited back curvature landmarks [6—13]. The present approach does not claim numerical superiority
based on cross-study pose metrics. Rather, it extends anatomical coverage so that the head, spine, pelvis, proximal
limb joints, distal limb segments, and hooves can be analyzed within a single representation.

This broader anatomical representation is relevant to the characterization of compensatory locomotion
because abnormalities affecting a focal limb may be accompanied by alterations in head movement, back posture,
pelvic dynamics, and loading of the contralateral limbs or forelimbs. By representing these anatomical regions
within a common pose-estimation framework, the model provides a basis for deriving coordinated whole-body
biomechanical descriptors rather than relying exclusively on isolated limb or back posture features. This
anatomical and biomechanical capability is distinct from, and does not by itself establish, clinical diagnostic
validity, which was evaluated separately in the blinded expert validation described below.

Clinical interpretation of blinded expert validation

The blinded validation provided an independently assessed clinical reference for interpretation of the
continuous Al score. The three independent assessors demonstrated high inter-observer reliability, with complete
three-way agreement in 87.5% of the videos, Fleiss k = 0.779, and ICC(2,1) = 0.883. The continuous Al score was
also significantly associated with the median consensus Sprecher score.

Exploratory discrimination differed according to the clinical endpoint. For consensus Sprecher score 23, the
AUC was 0.875, whereas for the broader endpoint of Sprecher score =2, the AUC was 0.640. The lower
discrimination observed for the 22 endpoint indicates that separation between clinically normal locomotion and
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weaker locomotor alterations was less distinct in this dataset than separation of more pronounced abnormalities
represented by consensus score >3. Because the validation cohort was stratified according to Al output and
thresholds were derived from the same dataset, these findings should be interpreted as internal discrimination
results rather than as externally calibrated diagnostic performance.

The modest Spearman correlation between the continuous Al score and consensus clinical scoring further
indicates that the Al output should not be interpreted as interchangeable with the Sprecher scale. Instead, the
continuous output may be more appropriately considered as a quantitative screening or monitoring signal
requiring clinical interpretation and external validation. Longitudinal evaluation is warranted to determine
whether repeated within-animal measurements improve sensitivity to early locomotor change relative to single
passage assessment.

Practical considerations for farm implementation

From an implementation perspective, the use of a single lateral RGB camera reduces hardware complexity
compared with force platforms, depth camera arrays, or animal-borne inertial measurement units. The acquisition
approach is compatible with routine single-file passages, including exits from milking facilities, and the analytical
pipeline can potentially be integrated with animal-identification and herd-management systems.

Real-time inference throughput was not formally benchmarked in this study; therefore, no claim regarding
real-time operational performance can be made. Deployment throughput will depend on several factors, including
input resolution, GPU hardware, the number of simultaneous camera streams, and the temporal duration
required to analyze a complete animal passage. Similarly, farm-level economic benefits cannot be inferred from
pose-estimation metrics alone. Early detection of locomotor abnormalities, automated continuous monitoring,
and reduced manual screening workload are presented here as potential applications of the framework rather
than demonstrated outcomes of the present study; prospective implementation studies are required to
determine whether these benefits, or prevention of progression to more severe lameness, are actually realized
under farm conditions.

Comparison with previous vision-based lameness studies

Comparison with previous studies highlights the importance of interpreting reported performance within
the context of each experimental design (Table 7). Russello et al. [7] used nine T-LEAP keypoints and multiple
engineered locomotion traits, reporting approximately 80% classification accuracy when several traits were
combined. Li et al. [8] used 17 DeeplabCut keypoints and key-frame posture features and reported high accuracy,
sensitivity, and specificity within their dataset. Taghavi et al. [9] focused on robust localization of 17 keypoints
under natural indoor occlusion conditions. Barney et al. [13] combined pose-derived posture and gait features
with machine-learning classification and reported high multiclass performance under their specific evaluation
protocol.

These studies support the broader feasibility of computer vision-based lameness assessment but differ
substantially in study populations, scoring systems, sampling strategies, keypoint definitions, camera
configurations, model architectures, and validation procedures. Therefore, numerical performance metrics should
not be directly compared across studies as evidence of superiority. A controlled comparison of 9-, 17-, and 38-
keypoint representations using the same animals, image data, classifier, and validation procedure was not
performed in the present study. Such an ablation study is needed to quantify the incremental predictive
contribution of the additional anatomical landmarks.

Table 7: Positioning of the 38-keypoint approach relative to representative vision-based cattle lameness studies.

Study Representation Downstream analysis Reported outcome Interpretive note
Russello et al. [7] T-LEAP; 9 keypoints Multiple locomotion traits Approximately 80% classification accuracy ~ Reduced skeleton with strong
with combined traits temporal gait features
Liet al. [8] DeeplabCut; 17 keypoints Key-frame posture analysis  Accuracy = 93.64%; sensitivity = 92.74%; Key-frame-dependent
specificity = 96.89% pipeline
Taghavi etal. [9] T-LEAP; 17 keypoints Pose-estimation in indoor Pose-localization study Designed for natural indoor
housing occlusions
Barney et al. [13] Pose-derived back, head, CatBoost classification Reported 94% lameness-severity Different scoring system and
and footfall features classification multi-cow protocol
Present study YOLOv8I-pose; 38 whole-  CV%, asymmetry features, Pose mMAP@0.5 = 83.11%; blinded expert Dense head—spine—pelvis—
body keypoints and continuous Al score validation; exploratory AUC = 0.875 for limb representation; stratified
Sprecher 23 internal clinical validation
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Anatomical and biomechanical relevance of the extended representation

The extended 38-keypoint representation enables simultaneous assessment of multiple anatomical regions
involved in locomotion, including the head, spinal column, pelvis, proximal and distal limb segments, and hooves.
This configuration permits derivation of segmental spinal angles, joint-angle variability, left—right asymmetry, and
hoof trajectory descriptors within the same coordinate framework.

The potential advantage of this anatomical density is not that each additional landmark is independently
diagnostic, but that multiple regions can be evaluated together when locomotor compensation occurs. The
illustrative biomechanical examples showed that variability could differ across axial, hindlimb, and forelimb
regions within individual passages. However, these examples were not designed to establish diagnostic
thresholds, and their descriptive patterns should not be interpreted as evidence of a specific lameness stage.

The present findings therefore support the feasibility of extracting whole-body biomechanical descriptors
from the extended skeleton, whereas the clinical value of individual landmarks or derived features remains to be
guantified using controlled ablation, per-keypoint localization analysis, and external clinical validation.

Limitations

Several limitations constrain interpretation of the present findings. First, the four YOLOv8-pose
configurations were compared using a non-factorial design, because model size, input resolution, batch size, and
training duration varied simultaneously across configurations; consequently, the independent contribution of any
single factor to pose-estimation performance cannot be isolated, and the reported comparisons should be
interpreted as configuration-level benchmarking rather than controlled hyperparameter experiments. Second,
the 120-video clinical validation dataset was stratified according to Al output rather than randomly sampled from
the herd and included relatively few animals with higher consensus Sprecher scores. Consequently, disease
prevalence, predictive values, and population-level sensitivity and specificity cannot be estimated from this
cohort. In addition, ROC thresholds were derived and evaluated using the same dataset and therefore require
external calibration before clinical application.

Third, the five detailed CV% examples constitute an illustrative case series and do not provide group-level
validation of CV% or H thresholds. Their role is limited to demonstrating the type of biomechanical information
that can be extracted from the 38-keypoint representation.

Fourth, the study involved Holstein cattle from a single commercial production site and predominantly
lateral-view video acquisition. Generalizability across breeds, farms, flooring conditions, lighting environments,
camera geometries, and walking speeds remains to be established.

Fifth, the pose-estimation experiments used separate training and validation subsets but did not include an
independent held-out test subset. Although animal level partitioning was used to prevent identity leakage
between the training and validation subsets, external evaluation on an independent farm is required to estimate
generalization more robustly.

Sixth, a same dataset ablation directly comparing reduced 9-17-keypoint representations with the complete
38-keypoint representation was not performed. Consequently, the incremental predictive benefit of the
additional landmarks cannot be quantified from the present results. Independent per-keypoint localization
assessment, including PCK- or OKS-based analysis, would also provide a more detailed evaluation of performance
across anatomical regions.

Importantly, there was no animal level overlap between the 120-video blinded clinical validation cohort and
the 449 cattle used for pose model development and validation, thereby reducing the risk of identity leakage
between model development and clinical validation.

Seventh, the five legacy biomechanical examples were derived from variable-length passages, and fixed per-
animal raw frame counts and filtering hyperparameters were not consistently preserved in the archived analysis
records. These cases were therefore retained only for mechanistic and interpretive illustration and were not used
for threshold derivation or inferential validation.

Finally, no a priori power calculation was performed for the fixed retrospective 120-video validation cohort.
The resulting statistical estimates should therefore be interpreted within the constraints of the available sample
and its deliberately stratified design.

Future research

Future validation should use prospectively assembled, multi-farm cohorts sampled independently of model
output and should include multiple cattle breeds and clinically confirmed hoof or limb findings. Clinical decision
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thresholds should be prespecified or calibrated in one dataset and evaluated in a separate external cohort. Animal
level separation between model development and clinical validation datasets should continue to be maintained.

Controlled ablation studies are also needed to compare reduced and extended keypoint configurations on
the same animals and under identical analytical conditions. Such analyses would clarify whether the additional
spinal, pelvic, and distal limb landmarks provide measurable improvements in pose-derived biomechanical
characterization or lameness discrimination.

Multi-view RGB or RGB—depth acquisition may improve left-right localization and reduce loss of distal
landmarks during occlusion. In addition, longitudinal repeated measurements within individual animals should be
investigated to determine whether deviations from an animal-specific baseline provide greater sensitivity to early
locomotor changes than single cross-sectional observations.

CONCLUSION

This study developed and evaluated a markerless whole-body pose-estimation framework using 38
anatomical keypoints for automated locomotion assessment in Holstein dairy cattle. Among the four evaluated
configurations, YOLOv8I-pose with an input resolution of 2560 x 2560 pixels achieved the best overall pose-
estimation performance, with mAP@0.5 = 83.11%, mAP@0.5:0.95 = 37.39%, precision = 78.97%, and recall =
91.74%. The extended anatomical representation enabled simultaneous characterization of the head, spine,
pelvis, forelimbs, hindlimbs, and distal hoof regions and supported the extraction of joint-angle, CV%, and left—
right asymmetry features from locomotion videos.

Independent blinded assessment of 120 videos by three assessors demonstrated high inter-observer
reliability, with complete three-way agreement of 87.5%, Fleiss k = 0.779, ICC(2,1) = 0.883, and ICC(2,3) = 0.958.
The continuous Al score showed a statistically significant but modest association with the consensus Sprecher
score (Spearman p = 0.234, p = 0.010). Exploratory discrimination was stronger for consensus Sprecher score >3
(AUC = 0.875) than for consensus score 22 (AUC = 0.640).

The 38-keypoint framework provides an anatomically comprehensive and sensor-free approach for
extracting quantitative locomotor information from standard RGB video. Its whole-body representation permits
assessment of axial, pelvic, forelimb, and hindlimb movement within a common analytical framework and may
therefore complement conventional visual locomotion assessment.

The findings support the potential use of the continuous Al output as a quantitative screening and monitoring
signal rather than as a replacement for clinical examination or an autonomous diagnostic decision. The single-
camera configuration may facilitate integration into routine cattle passageways; however, real-time operational
performance and farm-level clinical and economic benefits require prospective evaluation.

The proposed 38-keypoint YOLOv8I-pose framework successfully combines anatomically extensive
markerless pose-estimation with interpretable whole-body biomechanical descriptors for dairy cattle locomotion
assessment. The pose-estimation results and independent blinded clinical validation demonstrate the technical
feasibility of the approach while also identifying important limitations in the discrimination of subtle locomotor
abnormalities. With prospective external validation and appropriate clinical calibration, this framework has
potential as a quantitative decision-support tool for objective and repeatable lameness monitoring in dairy cattle.

DATA AVAILABILITY

The de-identified case-level ratings used for the blinded three-expert validation are provided in
Supplementary Table S1. Raw farm videos, RFID-linked records, and source data containing production site
information are not publicly available because they are governed by a confidentiality agreement with the
production site under the supplementary agreement to Contract No. 01042026 dated March 10, 2026.
Reasonable requests for additional de-identified derived data may be directed to the corresponding author and
will be considered subject to contractual confidentiality restrictions and approval by the data-providing farm. The
trained-model source data and code are not publicly available at the time of publication.
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